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timing and hyper-threading leakages. As reliance on such
trusted hardware grows, mitigations for these side channels
become paramount.
We focus specifically on the task of filtering data records,
with the additional requirement that the attacker cannot infer
which records pass the filter (beyond what is revealed by
the output size). We refer to this as oblivious filtering of
data. Filtering operators are a first class primitive in relational
databases (e.g., SELECT queries in SQL, or more fundamentally, the selection operation in relational algebra [8]) and
in stream processing systems (for instance, analytics engines
like Spark [9] provide the filter operator). We study this
problem in an online setting, which lacks the capabilities of
storing entire data in trusted memory, of performing large
look aheads, or of making multiple passes over entire or large
regions of the data. Instead we allow the oblivious filter to
access a constant-size trusted memory (whose contents and
access patterns are hidden).
We consider a threat model where the attacker has blackbox access to the oblivious filter, and makes fine-grained
observations (both timing and contents) of its I/O interface
— specifically, the attacker observes when input records are
consumed and output records are produced. Here, the main
application is assumed to be compromised, and the oblivious
filter is a component of the main application and is assumed to
run in a secure environment. For example, a database engine
may run on a potentially untrusted host and the database
filtering operation may run inside an Intel SGX enclave,
which is a common design for encrypted databases such as
ObliDB [5] and Opaque [4].
Existing work from Arasu et al. [10] and Opaque [4]
proposed schemes for oblivious filtering by reducing it to
oblivious sorting. ObliDB [5] performs oblivious filtering by
using a trusted hardware enclave to perform several passes
over the input database while producing only a constant number of matched records to the output in each pass. The primary
limitation of these schemes is that they do not immediately
apply to a streaming model (where inputs may arrive in future)
nor to a large input (which does not fit entirely in memory),
and also suffer from performance overheads (either due to the
use of oblivious sorting or multiple passes over the database).
Indeed, we show later in this paper that a naı̈ve deployment
of these schemes in a streaming model leads to information
leakage proportional to the size of the data processed.
We summarize our main technical contributions as follows:

Abstract—When computing on sensitive data, the application
must not only hide the contents, but also prevent leaks via several
side channels while the data is in use. This paper studies oblivious
filtering: data stream filtering, with the additional requirement
that the attacker does not infer which records pass the filter.
We study this problem in an online setting, and allow the filter
access to a constant sized trusted memory.
This paper develops an information theoretic framework to
analyze the information leakage of oblivious filtering schemes,
and performs analysis of several candidate schemes. Additionally,
we establish a lower bound on the information leakage of
oblivious filtering operations that can store up to b records inside
a trusted memory. Our analysis shows that any such protocol
must leak Ω (log b/b) bits of information per input element
in expectation. Since trusted memory is expensive to scale on
modern computing platforms, we further optimize our schemes
by showing how an ORAM can help instantiate the trusted
memory requirement using larger unprotected memories. Our
analysis shows that when the size τ of input elements is more
than log the size M of the unprotected memory, then we only
need a trusted memory of size at most log M
 M.
τ
We package the implementation of our algorithm as an opensource library for use within any application that performs
filtering on a data stream.
Index Terms—filtering, streams, leakage, buffer, adversary,
ORAM

I. I NTRODUCTION
Computing on sensitive data is a significant challenge, as
vulnerabilities in the application code and in the computing
infrastructure may allow attackers to observe and even gain
access to sensitive information, as the data is being processed.
Consider the recent advancements in trusted computing, such
as Intel SGX [1] and Sanctum enclaves [2], enabling hardwareisolated execution at native processor speeds while protecting
the data in use. This primitive is both popular in the research
community (e.g., VC3 [3] for Map-Reduce, Opaque [4] for
analytics, and ObliDB [5] and EnclaveDB [6] for SQL queries)
and available as a commercial offering (e.g., Microsoft Azure’s
Always Encrypted SQL server [7]). However, since applications running within hardware enclaves interact with the
host platform or the external world for accessing resources
and performing I/O, they necessarily expose side channels
such as storage-access patterns, network-traffic patterns, and
timing of outputs, which the attacker can observe and exploit
using techniques in statistical inference. We note that these
side channels are present at the software layer, in that they
exist even in an ideal trusted execution environment that has
no architecture- or platform-specific channels such as cache
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filtering task to the client. Hence, we work with the restriction
that the output must only contain matched records.
In the vulnerable implementation listed in Figure 1, the
trusted module iterates over the entire input stream, fetching
one record at a time, and produces each matched record in the
output stream. To prevent obvious attacks, the trusted module
re-encrypts the matched record before writing to unprotected
memory. However, this defense alone is insufficient, as the attacker simply needs to check whether an output was produced
during the time duration between consecutive inputs.
The goal of oblivious filtering is to prevent an adversary
from correlating the outputs to the inputs (in an informationtheoretic sense), such that observing the output stream
throughout the trusted module’s execution should not reveal
which inputs were filtered. Since the output stream must be
delivered to the client, the attacker learns the size of the output
stream, and oblivious filtering requires that no other information about the input be leaked from observing the execution.
Not surprisingly, we prove that from an information-theoretic
perspective, perfect oblivious filtering is impossible on infinite
streams and also finite streams which are longer than the
size of trusted memory buffer i.e. there is no way to prevent
information leakage in a memory-constrained setting. This is
because a finite buffer must necessarily produce some output
upon reaching full capacity, thus leaking more information
beyond what is revealed by the output size after termination
of the filtering operation — the attacker learns what fraction
of the output originated from the consumed prefix of the input
stream.
Observe that there is a gap between the unachievable
“0-leakage” system and the “full-leakage” system in
Figure 1. We propose and formally analyze a set of
schemes that asymptotically provide lower leakage than
the vulnerable scheme in Figure 1. Our insight is that the
filter can temporarily store matched records in the trusted
memory buffer, and delay the eviction of items based on a
scheme which reduces leakage while respecting constraints
such as limited buffer capacity and order preservation
(Section II-C). The following pseudocode improves the
vulnerable scheme Figure 1, and serves as the template for
various filtering schemes presented in Section IV.

Fig. 1: Filtering on Encrypted Data Streams (vulnerable implementation)

1) We introduce and formalize a leakage framework for
oblivious filtering and show how to analyze several
stream filtering schemes.
2) We provide a lower bound on fundamental leakage for
any memory-constrained scheme, and prove its tightness.
3) We show how to relax the space requirements on trusted
memory by using Oblivious RAM, and provide new
leakage bounds.
4) We extend our analysis to schemes that are delaysensitive and discuss oblivious filtering on multiplexed
input streams.
Paper Organization: We present the first formal definition
of oblivious filtering, applicable to both online and offline
settings, in Section II. Next, we analyze various algorithms
for oblivious filtering to understand their information leakage
(Sections IV and V). Finally, we implement these algorithms
within a SGX-based library available to be used by any
application with the need for oblivious filtering (Sections VI
and VII). Additionally, we review the related work in Section III and discuss future work in Section VIII.
II. OVERVIEW AND P ROBLEM S TATEMENT
Consider Figure 1 as an illustration of our system, containing a trusted module performing the filtering and an
unprotected memory storing the input and output data streams,
which may be either finite or infinite depending on the application. The trusted module implements the filter operation,
based on a predicate p supplied by the main application,
possibly derived from the client’s request. This trusted module
acts as a component of the main application, which may have
similar components for other operators. The filter module has
access to a trusted memory buffer of a parameterized length,
and we discuss later how it reduces timing leaks.
The input and output streams are encrypted under a symmetric key known to the client, and provisioned by the
client to the trusted module (e.g., sent over an authenticated
channel established using remote attestation). To protect the
sensitive data, we must hide which records from the input
stream matched the filter, as it would otherwise leak to the
attacker which records satisfy the filtering predicate (revealing
information about the record). A trivial way to achieve zero
leakage in this model is to produce a dummy record in lieu of
dropping the unmatched record; however, this would force the
output to be as large as the input database, and thus push the

while ((c = input()) != EOF) {
/* scheme decides number of output records */
foreach o in eviction(buffer) {
output(aesgcm_encrypt(key, o));
}
r = aesgcm_decrypt(key, c); /* fetch record */
if (p(r)) { /* apply filter */
buffer.append(r); /* store matched record */
} else { /* avoid introducing a timing channel */
buffer.write(0, r); /* issue dummy write */
}
}

By not immediately evicting the matched records to the
output stream, we force the attacker to guess from a larger
set of potential input streams that can produce the same
observation, increasing the attacker’s uncertainty about the
actual input stream. The schemes from Section IV differ on
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several parameters: 1) when to evict records from the buffer,
2) how many matched records to evict from the buffer, and
3) whether the scheme uses randomness. We formally analyze
how these parameters affect the leakage.
We now formally define the system model, the threat model,
and the problem statement. We also introduce a framework for
analyzing leakage of filtering schemes.

Although we consider the infinite stream setting in this
paper, our results directly apply to the finite stream setting,
in which case the event-driven nature can be enforced by
appending the last input record by an untamperable stop
symbol and ensuring that the system eventually outputs the
records in the buffer once this symbol is encountered.
Trusted Memory: For the execution of the filter, we allow
our system to have access to a trusted memory buffer, which
we will also refer to as the buffer from here on. The buffer
has a fixed size b (meaning it can store up to b input records),
where b is configured prior to the launching of the trusted module (by the main application) and is assumed to be known to
the adversary. Since trusted memory can be expensive to scale
(as it may require hardware-level encryption), it is important
to keep the buffer size as small as possible. In Section VI, we
discuss how to use widely available unprotected memory, in
conjunction with an oblivious memory controller.

A. System Model
Event-Driven Streaming: Our system contains a trusted
module which filters an input data stream and produces an
output stream containing the matched records. We say that an
input record matches the filter (or is a positive record) if the
filter’s predicate returns true when applied to that record. All
other records are said to be negative.
Recall from Figure 1 that the trusted module iterates by
processing one input record at a time from unprotected memory. We model our trusted module as a discrete event system,
where at each clock tick, the module receives an input record,
updates its state, and produces one or more output records.
Since the attacker controls the arrival of input records and the
scheduling of the trusted module, and since the trusted module
blocks until the arrival of the subsequent input record, the
clock ticks of our discrete event system are spaced arbitrarily
wide in terms of wall clock time. We assume that all input
records have equivalent lengths. Furthermore, we assume that
the execution time of the trusted module is independent of any
secret data, with the exception of the number of output records
produced at each clock tick. These assumptions imply that
the timing of output records — more specifically, the number
of output records produced at each clock tick — is the only
channel through which the filter leaks information. This paper
analyzes information leakage of various filtering schemes via
this side channel.
We now justify the absence of other timing channels. The
trusted module’s computation commences after the arrival of
the subsequent input record, after which it 1) evicts zero or
more output records from the buffer (based on the oblivious
filtering scheme), 2) evaluates the predicate, and 3) copies
the input record to the buffer if it matches the predicate.
First, observe that copying the output records to unprotected
memory reveals no other information apart from the number
of output records — both the size of the record and its
location in the output stream are public information. Second,
we require that the evaluation of the predicate on the input
record be constant time, which can be discharged using known
techniques for hiding timing channels in programs [11]–[13]
— we also assume that the predicate evaluation is oblivious
with respect to other side channels such as access patterns,
i.e., no information is leaked by observing the predicate
evaluation. Finally, we issue a write operation to the buffer
regardless of whether the record is matched or dropped (see
above pseudocode), thus making the copying of the input take
constant time. Therefore, in our model, the only leakage stems
from the number of output records evicted at each clock tick.

B. Adversary Model
We assume a computationally bounded adversary whose
aim is to determine what input records match the filtering predicate, given its real time observation of the output
stream produced by the system. The adversary has complete
knowledge of the predicate, the oblivious filtering algorithm
implemented by the trusted module, and the size of trusted
memory used by the trusted module.
Consistent with the trusted-module threat model, we assume
that the attacker cannot observe the contents or the access
patterns to the trusted memory, and cannot tamper with
the trusted code implementing the filtering algorithm; while
this assumption holds for some hardware platforms such as
Sanctum, we will use oblivious memory techniques to hide
access patterns to trusted memory in the SGX-based library
implementation (Section VII). The attacker is allowed full
observation of access patterns and contents of unprotected
memory; in other words, the attacker observes the timing
of each input consumption and output production at a finegrained clock granularity. In accordance with Kerckhoffs’s
principle, the attacker is assumed to have full knowledge of
the trusted code (i.e., the oblivious filter algorithm) and
the size of the trusted memory. We also assume that the
attacker has knowledge of the prior distribution on the contents
of the input stream, with the restriction that the records are
independent and identically distributed (i.i.d.).
We rely on authenticated encryption schemes (e.g. AESGCM), which we assume to be IND-CPA [14] and INTCTXT [15]. That is, we assume that it computationally hard
for the attacker to extract any information from the ciphertexts
of any chosen plaintexts, and that it is hard to forge any
ciphertexts that decrypt successfully.
We assume that the adversary cannot invoke the trusted
module on its own, such as on prefix or subsequences of
the input stream, nor can be modify the contents of the input
stream by inserting, removing, or reordering records. This can
be achieved using a combination of authenticated encryption
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and authenticated data structures (such as Merkle trees or hash
chains) between the client and the filtering module.
We also restrict the adversary from influencing the private
coin flips of the oblivious filtering algorithm (if any). We do
not defend against hardware attacks on the trusted module,
such as power analysis or electromagnetic emissions.
Unless otherwise specified, we assume that the adversary’s
knowledge of the filtering predicate allows him some prior
joint distribution σ over the inputs so that σt will provide an
a priori likelihood that the input record at time t is positive,
as believed by the adversary. It is important to note that
we do not assume that the input stream is actually sampled
from distribution σ. The adversary’s belief in this case is
independent of the actual source of the input stream.
In summary, by assuming that the system implements
the aforementioned, standard defenses against active attacks,
we study oblivious filtering in the honest-but-curious threat
model, where the adversary passively observes the operation
of the trusted module as it performs the filter operation.

it matches the filter and re-encrypting it if an output must
be produced, and focus only on how the scheme uses the
buffer on different records to produce the output stream. Thus,
essentially, a scheme plays the role of modifying the temporal
spacing between the matched records in the input stream.
D. Definition of Leakage
The leakage of a filtering scheme quantitatively measures
how much information about the input stream is inferred by
the adversary upon observing the system output for some time.
Recall that in our model, we assume the adversary is aware
of the scheme deployed by the system and knows the length
of the input that has been consumed by the system at the time
it starts making inferences.
Our broader goal is to ensure that when an adversary
observes an output sequence, then the number of possible input
sequences which could have produced that output given the
knowledge of the scheme and the buffer size is large so that
the probability that the adversary makes a correct guess is
negligible. This information-theoretic security concerns itself
with prefixes of the input stream instead of the individual
records. We denote by L (A, b, σ, n) the stream-level leakage
of scheme A, given the buffer size b, the prior joint distribution
σ of the adversary’s belief about the input stream and the
length n of the input stream consumed by the system. For
clarity, in the later sections of the paper, we drop some
parameters from this notation when they can be inferred from
the context.
Formally, let In be the set of all input sequences of length
n that the system can receive as input. The adversary’s prior
belief is that In is sampled from distribution σ, so that
the information it currently has is given by H(In ), which
measures the entropy of In . Let O be the output produced by
scheme A. Given the knowledge of A and b, the conditional
entropy H(In | O) measures how much information the
adversary now has about the input stream that the system
actually encountered. The leakage L (A, b, σ, n), given the
output O, is then computed as the difference of these two
entropies, which would correspond to the bits of information
leaked to the adversary:

C. Requirements of an Oblivious Stream-Filtering Scheme
We require any filtering algorithm to ensure the following
properties for the output stream:
1) (Liveness) Every input record that matches the filtering
predicate is eventually output by the system. This will
ensure a steady output stream and prevent the system
from holding any input in its buffer indefinitely. This
property also helps in characterizing the latency of the
filtering algorithm (see Appendix A for details).
2) (Order Preservation) The output stream preserves the
relative order of matched records in the input stream.
This is important to maintain the integrity of the output
stream, especially for applications that are sensitive to
the order in which records arrive. We briefly discuss
cases in which this property is not strictly required in
Section VI.
3) (Type Consistency) The system only outputs valid
records that match the filter. We need this property to
ensure that no extra layers of (non-trivial) filtering are
required on the outputs that our system produces. We
briefly discuss a slight relaxation of this requirement in
Appendix B.
Let I be the set of all possible input records. We say an
algorithm (or a scheme) AQ,b : I → {⊥} ∪ 2I × N filters
the input stream with respect to a filtering predicate Q and
with buffer size b if it satisfies the three properties specified
previously – liveness, consistency and order-preservation. We
drop the subscripts Q and b when clear from the context.
If the input at time t matches the filter, then the scheme
must eventually output this record by some time t0 ≥ t in a
way that the relative order of output records is the same as
that of the corresponding input records. For the difference of
time t0 − t, the input record resides in the buffer used by the
scheme and upon being produced in the output stream, the
record gets removed from the buffer. We abstract away from
the entire operation of first decrypting the record, checking if

L (A, b, σ, n | O) = H(In ) − H(In | O)
An exact computation (or even closed-form bounds) can be
highly non-trivial to compute for even simple schemes (see
Section IV for details). Thus, we concern ourselves with the
objective of designing schemes that optimize on the expected
leakage, where the expectation is taken over the space of
possible output sequences that the system can produce:
E (L (A, b, σ, n)) = EO (L (A, b, σ, n | O))
Our goal is to characterize oblivious streaming algorithms
that allow a small value of the expected leakage.
III. R ELATED W ORK
Computing on encrypted data promises to protect the confidentiality of data in the presence of powerful adversaries. Fully
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homomorphic encryption [16] showed that such computing on
encrypted data is feasible, although the overhead added by
such schemes is far from practical for now. Systems designed
around specialized cryptographic schemes (e.g., symmetric
searchable encryption [17]) achieve much better performance,
as shown in CryptDB’s use of efficient SQL-aware encryption
schemes [18]. Research efforts in this direction are numerous
and available for a variety of classes of queries (multiple
parties [19], protection for queries and for results [20]).
Another path to achieving computing on encrypted data is
through the use of hardware-based trusted execution environments (TEEs) such as Intel SGX, AMD Memory Encryption,
or Sanctum. In such settings, the data arrives encrypted inside
the TEE, where it is decrypted, processed as needed, and
reencrypted before being sent out. A variety of systems have
been proposed based on this model, from Map-Reduce [3] and
Spark [4] to SQL databases [5], [6], [21]–[23] to Tor [24] and
distributed sandboxes [25].
Unfortunately most of the current approaches to computing
on encrypted data protect only the contents of inputs and
outputs, not the metadata available to adversaries in side
channels and control channels. The side channels can range
from being communication-specific as in the case of network
packets revealing the video clips being watched [26] or that
of keystroke timing revealing the passwords typed [27], to
resource-specific as in the case of cryptographic execution
times revealing secret keys [28]. Control channels are a form
of side channel unique to TEEs, caused by the TEEs’ reliance
on an untrusted operating system to perform I/O operations
and memory management [29]. Our work focuses on the
communication-specific side channel and assumes a perfect
TEE is used to protect the computation and local state of the
filter operator.
The abundance of these side channels in all modern systems,
at all levels of the computing stack, shifted the focus from a
qualitative understanding of information flow (and leakage,
which is any form of undesirable information flow) to a
quantitative one [30]. Entropy-based measures have been used
to measure leakage due to cache behavior of cryptographic
implementations [31]–[33], due to statistical properties of data
in encrypted databases [34], due to communication patterns in
encrypted Map-Reduce jobs [35], and due to joint scheduling
of jobs [36]. We define leakage in a stream filtering system
in terms of entropy of the set of potential input streams over
which the adversary has to make a guess, and we connect this
leakage measure to the amount of local storage available to
the stream filtering system.
Oblivious processing has received significant attention in
this context, with Arasu and Kaushik [10] showing that secure
query processing requires oblivious query processing, at least
for selections, joins, grouping, and aggregation, and Mishra
et al. proposing an oblivious search index as a building block
for secure databases [37]. Mitigating side channels is an open
problem, in spite of decades of research efforts [11], [38]–
[60]. In the domain of resource scheduling, results showed
the no scheduler policy can be simultaneouly delay and

privacy optimal [38], that a fundamental limit exists on such
privacy guarantees [39], and the best one can do is offer a
tunable trade-off between privacy and performance [41]. In
the networking domain, timing analysis allows an adversary to
extract significant information and current approaches require
the injection of fake “dummy” packets to limit the information
leaked to the adversary [41], [42].
It is possible for programs to defend themselves against
timing channels via language-based approaches [44]. Such
an approach allows one to bound the information leakage
of a timing channel by (program) construction [11], [43],
and we use a similar definition of leakage, though the threat
model is significantly different and our emphasis on memoryconstrained algorithms is novel. Worst-case execution estimates can be also used to introduce time padding in the
execution path [45], while obfuscation can introduce noise to
reduce the useful information leaked to the adversary [48].
Other mitigations can be applied at the system level, e.g.,
in the hypervisor [46], in the memory controller [47], in the
processor’s transactional memory support [49].
A large class of mitigations falls within the category of
oblivious computation, where the goal is to minimize leakage
from observations of accesses to a particular data structure.
Path ORAM is one of the more efficient protocols in this direction [50]–[53]. Oblivious data structures specialize ORAM
to particular access models (e.g., queues, stacks, maps, graphs)
and mechanisms to optimize the protocols for each exist [54]–
[56]. Related to these approaches is the problem of designing
algorithms that are cache oblivious, as opposed to cache
conscious, with the goal of automatically and consistently
achieving a good performance on any memory hierarchy [57],
[58]. Closer to our setting, online ORAM have been proposed
and shown to have a lower bound barrier of Ω(lg n) on the
overhead introduced [59], [60]. Beyond the new lower bounds
we present, we use Path ORAM to increase the amount of
secure state for the stream filtering system without increasing
the amount of trusted memory.
Differential privacy is another approach to protecting data
privacy [61]–[68]. In this approach the data to be protected
is modified by adding masking noise such that each record
is individually protected, while preserving some global utility
function. In the stream filtering setting, the data to be protected
is the timing of events (an event is the arrival of a record
or the release of an output). Although research exists for
differentially private continuous data release [66], [69], we
cannot afford to use such schemes since we assume categorical
data (that comes with strict syntactic constraints) that is
processed in an event-driven model, meaning that arbitrary
times for output events are not desirable.
IV. A NALYSIS OF S ELECTED F ILTERING S CHEMES
In this section, we present four different schemes and
analyze their expected (asymptotic) leakage. We organize these
schemes in an incremental manner so that the later schemes
have a lower leakage (wherever possible) than the previous.
Unless specified otherwise, we will assume that all inputs

5

E VICT-U PON -M ATCH:
For t = 1, 2 . . . :
1) If input event matches the filter:
a) If the buffer is full, evict the oldest record
in the buffer to the output stream.
b) Add the input event to the buffer.

E VICT- WHEN -F ULL:
For t = 1, 2 . . . :
1) If the buffer is full, output all the events in the
buffer and empty the buffer.
2) Add the input event to the buffer only if it
matches the filter.

Fig. 2: Evict-Upon-Match Scheme

Fig. 3: Evict-when-Full Scheme

arrive in an i.i.d. manner with the likelihood of each record
matching the filter being p = 1/2 (we denote this model by
σ1/2 ). We will observe that there seems to be a fundamental
lower bound on the leakage of any algorithm that obliviously
filters data streams in our model. We formally argue this in
Section V and in what follows, we build the intuition for the
same along with a demonstration of how the framework can
be used to analyze filtering algorithms.
As a starting point, consider a scheme that does not use
any buffer at all. Such a scheme must immediately output the
records that match the filter since it cannot locally store them.
As a result, every time an input arrives, if the system produces
an output, the adversary knows exactly if the corresponding
record matched or not, thus causing maximum information
leakage of 1 bit per record. This immediately shows the need
of a buffer where records can be temporarily stored.

Proof. To calculate the stream leakage of EUM
 b under
σ1/2 , observe
that
we
can
write
L
EUM
,
σ
,
n
= n−
b
1/2


log2 t1 b−1 (since each of the t1 b−1 choices are equally likely
to the adversary in
 our threat model).
 This value is at least
1 −1
1
n − log2 (t1t−1)/2
≥ n − log2 t1t/2
= n − t1 + Ω(log t1 ). In
the σ1/2 model, t1 represents a random variable that presents
the length of the input sequence that ends in a matched record
and contains b+1 matched records
√ total. With high probability
in n, this implies t1 ≤ 2b+O( b). Hence,
with high probabil
ity in n, we have L EUMb , σ1/2 , n = n − Ω(b − log b).
Observe that b = n minimizes
 this leakage, in which case
we obtain L EUMΘ(n) , σ1/2 , n = Ω(log n). When b = o(n),
then L EUMo(n) , σ1/2 , n = Ω(n), implying that any buffer
size (strictly) smaller than any (constant) fraction of the total
length of the exposed output sequence will leak at least a
constant fraction of bits of information to the adversary when
EUM is deployed by the system.

A. Evict-Upon-Match Scheme (EUM)
We first discuss a scheme in which the system keeps adding
matched input records to the buffer until full and then each
time an input record is matched, the system evicts the oldest
record from the buffer and adds the currently matched record
to the buffer. We refer to this scheme as Evict-Upon-Match
and denote it by EUMb , where b ≤ n is the size of the buffer
used by the system. The pseudocode in Figure 2 presents this
scheme.
We will show that this scheme has a high leakage to the
adversary (see Theorem 1). The high level idea is that every
time an eviction happens, the adversary learns that a matched
record must have arrived, causing him to learn full information
about all the records that arrive once the buffer is full.
Let t1 be the first time when the adversary observes an
output. We know that this output is produced only when the
buffer is full and another input record matched the filter.
Thus, the adversary immediately learns that (1) the record that
arrived at time t1 must have matched the filter; that (2) exactly
b records in up to time t1 −1 must have matched the filter; and
that (3) for all records that arrive after time t1 , the matched
records cause evictions while the unmatched ones do not (i.e.,
there is a one-one correspondence between whether an input
record matches vs. when the eviction happens). The theorem
below then immediately follows.

B. Evict-when-Full Scheme (EWF)
We now discuss a scheme in which it is not the case that
every record that arrives after the first eviction is completely
exposed (w.r.t. whether it matches the filter) to the adversary.
We do this by emptying the buffer every time an eviction
happens. We refer to this scheme as Evict-when-Full Scheme,
or EWFb in short, where b ≤ n is the size of the buffer
deployed. The pseudocode in Figure 3 describes the different
steps in this scheme.
Let t1 , . . . , tk be the times when the adversary observes
the outputs. Since the outputs are produced only when the
buffer is full and only matched events are stored in the buffer,
each output contains b records. However, this immediately
leaks to the adversary that the input at times t = t1 , . . . , tk
must have been matched (or else an output would have not
been produced at these times)—but not necessarily the inputs
between these times (unlike EUMb ). For ease of analysis, let
t0 = 0. In the σ1/2 model, the following result then holds with
high probability in
 n. We use L (EWFb ) as a shorthand for
L EWFb , σ1/2 , n .
Theorem 2. For b < n, the leakage of EWFb is Ω( logn n ) +
Θ(1/b) bits of information per record, with high probability
in n.

Theorem1. Withhigh probability in n, the leakage of EUMb
b
bits of information per record.
is 1 − Ω b−log
n

Proof. Observe that Q
the leakage can
 be computed as
k
i−1 −1
. This is because any
L (EWFb ) = n − log2 i=1 ti −tb−1
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of the b − 1 records could have matched in the times between
C OLLECT- AND -E VICT:
successive evictions are observed. This gives:


1) Add the input event to the buffer if it matches
k
X
ti − ti−1 − 1
the filter.
L (EWFb ) = n −
log2
b−1
2) Empty the buffer every b time steps.
i=1



k
X
ti − ti−1
b
=n−
log2
Fig. 4: Collect-and-Evict Scheme
ti − ti−1
b
i=1



k
k 
X
Y
b
ti − ti−1
=n−
log2
− log2
.
ti − ti−1
b
all times after enough matching records were encountered, the
i=1
i=1
EWF scheme empties the buffer every time it reaches capacity
We now make use of the following lemmas to further and hence, essentially, starts all over again with the records
simplify the expression above. We omit the proofs for the first that arrive afterwards, reducing correlation (if any) with the
two lemmas since they follow directly from the properties of previously seen records. However, the reduced leakage is still
combinatorials.
vulnerable to small buffer sizes, in which case the leakage is

0
Lemma 1. For every n, n0 , k ≥ 0, if n ≥ n0 then nk ≥ nk . asymptotically no better than EUM.
 

C. Collect-and-Evict Scheme (CE)
Lemma 2. For every a, b, c, d ≥ 0, we have ab dc ≤ a+c
b+d .

Qk
Building upon the idea discussed above, we now discuss
Lemma 3. For any b < n, it holds that log2 i=1 ti −tbi−1 ≤
a scheme very similar to EWF, except that the eviction now
n − Ω(log n).
happens every b time steps, irrespective of how many records
Proof. From Lemma 2, we have:
get added to the buffer. We will show that this small change
to the scheme, which we call the Collect-and-Evict Scheme,


P



k
k
Y
ti − ti−1
tk or CE in short for buffer of size b ≤ n, helps in further
i=1 (ti − ti−1 )
b
≤ log2
= log2
log2
b
kb
kb lowering the asymptotic worst case leakage. The pseudocode
i=1

in Figure 4 summarizes the main steps in this scheme.
tk
Now, from
Lemma 1, since tk ≤ n, we obtain log2 kb
≤

Let the output produced at time t = kb for k ≥ 1 be denoted
n
log2 kb
. The result
in the Lemma
then follows from the facts



as
ck . For simplicity, assume that n is a multiple of b. This
n
n
n
that kb
≤ n/2
and log2 n/2
= n − Ω(log n).
implies that a total of n/b outputs are known to the adversary
at the time it guess the distribution of matches in the input
From Lemma 3, we obtain:
stream which was incident to the system up to time


k
 n. We will
X
ti − ti−1
use
L
(CE
)
as
a
shorthand
for
L
CE
,
σ
,
n
. Let t0 = 0.
b
b
1/2
L (EWFb ) ≥ Ω(log n) +
log2


b
i=1


Theorem 3. For b ≤ n, the leakage of CEb is Θ logb b bits
1
≥ Ω(log n) + k 0 log2 1 +
of information per record, with high probability in n.
b
leakage

where k 0 is the number of rounds in which at least one negative Proof. Since ci outputs are observed at time ti , the
Qn/b
b
of
CE
can
be
computed
as
L
(CE
)
=
n
−
log
b
b
2
i=1 ci .
record arrived in the input stream. In the σ1/2 model, with

Pn/b
b
n
high probability in n, it holds that k 0 ≥ 2b
, implying that Simplifying this, we obtain L (CEb ) = n − i=1 log2 ci  ≥
P
b
n
with high probability
in n, we have L (EWFb ) ≥ Ω(log n) + n − n/b
Ω (log b)) = Ω nb log b .

i=1 log2 b/2 = n − b (b −


Pn
n
n
n
(1 + o(1)) 2b . The result in Theorem 2 then immediately
Moreover, using the fact that
k=0 k log2 k >
 (n −
follows.
log2 n)2n for n ≥ 3, we obtain L (CEb ) = O nb log b . ComCorollary 1. The Evict-When-Full Scheme leaks Ω( log n ) bits bining the two bounds, the result in the theorem follows.
n

of information per record to the adversary for any choice of the
buffer size. In particular, when a buffer of constant size is used,
the leakage is Θ(1)
√ per record. A buffer size that balances
leakage
is
b
=
Θ̃(
comes from the observation that

 n), which
√
L EWFÕ(√n) = Θ̃ ( n). (Here, the tilde notation hides
logarithmic factors.)

Note that the theorem establishes a tight bound on the
leakage of this scheme. This implies
 that the Collect-and-Evict
scheme always leaks Θ nb log b bits of information for the
given choice of the buffer size.

Corollary 2. With
 high probability in n, it holds that
L EWFΩ(n/ log n) = Ω(log n).

Corollary
√ 3. For sufficiently
√ large n, the scheme CEb with
b = Θ̃ ( n) leaks Θ̃ (1/ n) bits of information per record,
with high probability in n. (Here, the tilde notation hides
logarithmic factors.)

The analysis above indicates that EWF can provide asymptotically lower leakage than EUM for the same buffer size.
Intuitively, this is because instead of keeping the buffer full at

We observe that when b < n, then the Collect-and-Evict
scheme has an asymptotically lower leakage than
EWF. This

follows directly from the fact that Θ nb log b < Ω (log n) +
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of others). Note that we do not restrict p = 1/2 for this analysis, however, we still assume independence and identicality
in the matching of input records with the filter.
For t ≥ 1, let Xt (p) be the random variable that indicates
if the record input at time t matched the filter or not, so that
Xt (p) = 1 with probability p and 0 otherwise. Let Bi be the
random variable for the buffer size at time i > 0. Then, for
t ≥ 0, we can write:

R ANDOMIZED C OLLECT- AND -E VICT:
For t = 1, 2 . . . :
1) With probability pe , choose a (uniformly) random number of oldest records from the buffer
and evict them to the output stream.
2) Add the input record to the buffer if it matches
the filter. If the buffer is full before this addition,
evict a (uniformly) random number of oldest
records from the buffer first and then add the
input record to the buffer.

Bt+1 = Bt + Xt (p) − Yt
where Yt = Xt (pe ) · U (Bt ) if Bt < b, and U (Bt ) otherwise.
When Bt < b, we obtain the following (using linearity of
expectation) for B0 = 0:

Fig. 5: Randomized Collect-and-Evict Scheme

E (Bt+1 ) = E (Bt ) + p − pe (E (Bt ) + 1)/2


pe 
pe 
E (Bt ) + p −
= 1−
2
2
t 
X
p e i 
pe  2p
=
1−
p−
<
− 1.
2
2
pe
i=0

Θ (n/b) when b = O(n). However, as b/n increases, the
leakage of the two schemes becomes nearly the same, whereas
when b/n is low, the Collect-and-Evict scheme has much
lower leakage (see Figure 7a). We will show in Section V that
CEb is has asymptotically optimal leakage for all schemes that
filter streams in our model.
Finally, note that in producing outputs at uniform intervals
of time, CE also models a sequential composition of perfectly
oblivious filters. In that sense, we model several iterations of
Opaque’s filter [4].

4p
If pe > b+2
, then the expected buffer size never increases
10
. This
beyond b/2. Hence, from now on, we set pe = b+2
might cause some forced evictions (with negligible probability,
by Chernoff bounds [70]), but as we will see in Section VI,
there is a trick to augment the buffer with an arbitrarily large
unprotected memory so that reasonable values of pe can be set
without increasing the leakage. For now, the plot in Figure 6a
for b = 100 for n = 107 time steps convinces us that in
practice, this choice of pe does not overflow the buffer.

D. Randomized Collect-and-Evict Scheme (RCE)
So far we have discussed schemes that are fully deterministic in the sense that the system makes no random choices while
processing the input stream. Is it possible that randomized
schemes can offer lower than Θ(log b/b) bits of information
leakage per record in our threat model?
We present a scheme that randomizes times to evict and the
number of records to evict and argue that it is not possible to
achieve lower leakage than what CEb produces. We defer the
complete analysis to the full version of our paper and only
provide our intuition for the same here. We call this scheme
Randomized Collect-and-Evict and denote it by RCEb when a
buffer of size b ≤ n is deployed. The pseudocode in Figure 5
presents the main steps in this scheme.
As is commonly assumed, the adversary is oblivious to
the random coin flips made by the algorithm, however, we
assume that the adversary knows the probability with which
eviction happens and the randomized process through which
the number of records to evict is chosen.
We build our intuition for the leakage of RCEb by studying
some properties of the stochastic process induced by this
scheme. Recall that for a given discrete random variable X
on the positive integers, if U (X) denotes a uniform random
variable in {1, . . . , X}, then E (U (X)) = (E (X)+1)/2. Since
the number of evicted records is uniformly chosen from the
current number of records in the buffer, this fact induces a
potential source of leakage for the adversary.

Stream leakage upon one output. Having computed the expected buffer size, let us now compute the leakage when then
the adversary observes the first output. Consider the matched
record that is input to the system at time t. To compute the
probability that it is output at time t0 = t + k for k ≥ 1
(assuming the buffer doesn’t get full in this time), we need to
consider the buffer size at time t0 , the expected value of which
is given by E (Bt0 ). Note that this record gets evicted
at time


Bt −1
t +1
t0 = t+1 with probability pe Bt+1B−B
=
p
1
−
e
Bt+1
t+1
(since at least Bt evictions must happen). Suppose the system
produces only k ≥ 1 outputs at time t = n ≥ 2.
Let Int denote the record that the system received
the first input at time t and Outk,t denote the
record that k outputs were produced at time t.
Then, Pr (Out1,t2 | Int1 ) = pe (1 − pe )t2 −t1 −1 . Using
Bayes’ theorem, we can write Pr (Int1 | Out1,t2 ) =
Pr (Out1,t2 | Int1 ) Pr (Int1 ) /Pr (Out1,t2 ), which can be
 t1 P

t1

t2 −1
1−p
1−p
/
.
shown to be equal to 1−p
t1 =1 1−pe
e
Furthermore, let Et be the record that the adversary believes that the input at time t matches the filter. Clearly,
Pr (Et ) = p. For Pr (Et | Out1,n ), we use the property
that Pr (A | B) = Pr (AC | B) Pr (C) + Pr AC | B Pr C
with C = Int . Thus, we can write Pr (Et | Out1,n ) =

Expected Buffer Size. Let p be the probability with which an
input record matches the filter (identically and independently

8


t−1
2
. Observe that Pr (Et | Out1,n ) is
where, α = 12 (1−p)
1−p
e

t−1 

1−p
, which implies the follows:
at most p 1 + 1−p
e
L(RCEb ) ≥ nH(p) −

n−1
X


H

p 1+

t=1

1−p
1 − pe

t−1 !!
.

For p = 1/2 and pe = 10/(b + 2), we obtain

t−1 !
n−1
X
3 1
b+2
L(RCEb ) ≤ n −
H
+
8 4 4(b − 8)
t=1
and
L(RCEb ) ≥ n −

(a) Plot of the buffer size for RCEb with b = 100, p = 0.5
and pe = 10/(b + 2), indicating that with high probability,
forced evictions do not happen with this choice of the eviction
probability, pe .

t=1

Pr (Et | Out1,n ) =

Pn−1
i=1

t−1
(1 − p)t−1 p
X
+ p2
(1 − p)i−1

i
1−p
1−pe

1
≥ p p(2 − p) +
2

i=1



(1 − p)2
1 − pe

t−1 !
.

L(RCEb ) = nH(p) −
≤ nH(p) −

t=1
n−1
X

t−1 !
.

V. F UNDAMENTAL L EAKAGE FROM E XPOSING T HE
O UTPUT S TREAM

We can now calculate the leakage for the adversary upon
observing one output at time t2 = n as follows:
n−1
X

b+2
2(b − 8)

We provide an empirical comparison of the asymptotic
bounds obtained for different schemes discussed above. Our
experiments were performed on an input stream sampled from
σ1/2 distribution containing 10 trillion records and the buffer
size was incrementally changed from 100 to 107 . The plot in
Figure 7a shows that the expected leakage per record decreases
as the buffer size increases, except for the Evict-Upon-Match
scheme for which from Theorem 1 we know that the decrease
in leakage is much slower. The Collect-and-Evict scheme has
asymptotically the lowest expected leakage whenever b < n,
however, as the buffer size increases, the expected leakage
of Evict-when-Full and Collect-and-Evict tend to converge
to each other. Intuitively, this is because as b increases, the
number of time steps before the buffer is full is very close to its
expectation and hence, the evictions happen at nearly equally
spaced intervals, much like the Collect-and-Evict scheme.


  
Pr (Int | Out1,n ) Pr (Int ) + Pr Et ∧ Int | Out1,n Pr Int .
This gives:
t



E. Empirical Comparison

Fig. 6: Plots for the buffer size and expected (amortized)
record-level leakage for the RCEb scheme with b = 100.

1−p
1−pe

H

1 1
+
2 2

The plot in Figure 6b depicts per-record bounds for N ≤ 220
and max buffer size 100. Observe that both the upper and lower
bounds are asymptotically similar to the green plot, which is
log n/n. This indicates that the expected leakage per record
upon observing only one output is the same order as log n/n.
Any further observations will only leak more information
(if any), which allows us to argue that RCEb is unable to
circumvent the tight bound on the leakage as was observed for
Collect-and-Evict. This implies that a randomized algorithm is
unable to help any further than a fully deterministic scheme
when it comes to the amount of information inferred by
the adversary. Hence, we advocate Collect-and-Evict as the
optimal oblivious filtering algorithm in our model. We will
formally argue why this is the case in the next section.

(b) Plot for the expected leakage (per-record) of RCEb with
b = 100 when the adversary observes that a single output is
produced at the end of n time steps.



n−1
X

In this section, we outline a lower bound on the leakage of
any algorithm for oblivious filtering, given a buffer size b ≤
n. We show that in our threat model, any oblivious filtering
algorithm must leak Ω (log b/b) bits of information per record.
Throughout this discussion, assume that the input distribution
is σ1/2 .

H (Pr (Et | Out1,n ))
H (p (p(2 − p) + α))

t=1

9

equality holds for j = k). Then, the leakage to
adversary

Qthe
k
i−1
is given as L∗ := L A, b, σ1/2 , n = n−log2 i=1 ti −t
.
mi
Using Lemmas 1 and 2 and the fact that nk is maximized at
k = n/2, we can simply this expression as follows:
Pk



tk
i=1 (ti − ti−1 )
P
L∗ ≥ n − log2
=
n
−
log
Pk
k
2
mi
i=1 mi
i=1



n
n
≥ n − log2 Pk
≥ n − log2
= Ω (log n)
m
n/2
i
i=1
When b < n, no more than b records can be stored in the
buffer at any time. Thus, the outputs can be produced at most
b time steps apart. In each of these sequences of b time steps,
the analysis above shows that the minimum leakage is when
all the outputs for these time steps are produced at once at
the end of b time steps. The leakage here is Ω (log b). Finally,
since all inputs arrive independent of (and identically to) each
other, the leakage for n time steps is the sum of the leakage of
these slots of b time steps each, which equals Ω ((n/b) log b).
Averaging over all records, the minimum leakage per record
is Ω (log b/b) bits of information, amortized. We summarize
this result in the theorem below.

(a) Plot of the expected leakage per record in bits vs. the
log buffer size for different filtering schemes for n = 1010 ,
indicating that the Collect-and-Evict scheme has asymptotically
the lowest leakage. As the buffer size increases, the leakage of
Evict-When-Full and Collect-and-Evict get closer.

Theorem 4. Any filtering scheme that uses a buffer of size
b must leak Ω (log b/b) bits of information per record in
expectation. In particular, the Collect-and-Evict scheme (CEb )
guarantees optimal asymptotic leakage to the adversary.
Note that this is also the number of bits leaked by revealing
the output size to the adversary, making this leakage bound
information-theoretically tight. The lower bound holds for
cases when σ is any general distribution over the input stream.
A tighter lower bound may be possible for special input
distributions, and we defer that discussion to future work.

(b) Plot of the expected delay per record vs. the log buffer size
for different filtering schemes for n = 1010 .

Fig. 7: Plots for the expected leakage per record and expected
(log) delay vs. the (log) buffer size for the different filtering
schemes, indicating that the Collect-and-Evict scheme causes
lowest expect delay to the input records, whereas the randomized scheme adds higher amounts of delay (in comparison) as
the buffer size increases.

Implications
We briefly discuss what this lower bound means for existing
systems that aim to guarantee the confidentiality of data and
its processing when an adversary is present. Schemes such
as ObliDB [5], EnclaveDB [6], VC3 [3], and Opaque [4]
rely on having the data to be filtered during processing in a
secure memory, beyond the attacker’s observation capabilities.
A natural way to extend these systems to the streaming model
is to buffer the input to create batches of data and then use
the selected system to process and filter the input batch to
produce the output. In this new setting, Theorem 4 indicates
that there is an unavoidable amount of leakage due to the
batch processing, even if the selected system guarantees zero
leakage per each input batch.
An interesting case is that of the Tor network [71], where a
network adversary that monitors an exit node may wish, as a
first step in a deanonymizing attack, to determine whether traffic destinated to some non-Tor server came from a particular
Tor client. Effectively the exit node acts as a filter in this case,
filtering only the traffic meant for the non-Tor server. In this
setting, Theorem 4 indicates that the adversary may recover
information proportional to the volume of traffic meant for the

Our general approach is to show that for a fixed buffer size,
the leakage of any algorithm is at least the leakage of the
algorithm that only produces outputs at the end of every b
time steps, similar to CEb .
We first show that for any scheme A, the leakage to the
adversary is minimized when all the outputs are produced at
the end of n time steps. We assume a buffer of size n here. Let
A produce
Pk outputs c1 , . . . , ck at time steps t1 < · · · < tk ≤ n,
so that i=1 ci ≤ n and each ci ≥ 1. For notational purposes,
let t0 = 0. Since A cannot produce more outputs than the total
number of matched tuples seen so far, it must be the case that
ci ≤ ti for each i.
Upon observing these outputs, suppose the adversary infers
that the input stream contains
P mi matched
P tuples from t =
ti−1 + 1 to t = ti , where
j cj ≤
j mj for all j (the
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INPUT
STREAM

Oblivious Filter

Trusted
Memory

ORAM
Controller

B bits

We proceed as follows. For each input record, we issue a
write to the ORAM. If the input record matches the filter, we
write it to the next free slot in the buffer, else we issue a
write of a dummy record. This hides information about which
type of record (matched or dropped) is written to the ORAM.
The dummy record is always written to location 0 of the
ORAM and the ith matched record is written to location i
(this information is stored in a counter). This goes on for T
time steps, after which the eviction process is triggered.

OUTPUT
STREAM

Unprotected
Memory

M bits

SYSTEM
(Trusted Environment)

In the eviction process, the system reads one record at a
time from the ORAM, starting from block 1, and continues
doing this until all the records have been read. Once a record
read from ORAM is in the trusted memory, it is re-encrypted
before being produced to the output stream. This way, when
the eviction process ends, the ORAM is set back to its initial
state, with the write counter back to 0.

Fig. 8: System model for the ORAM assisted oblivious filtering algorithm

non-Tor server (leakage is Ω (log b/b) bits per packet) if the
exit node uses a Collect-and-Evict approach to buffer filtered
output. Unfortunately Collect-and-Evict adds latency across
the Tor network, meaning that we can expect the use of other,
more practical buffering policies to leak more than that.

Although the high level idea behind the algorithm above
is the same as Collect-and-Evict scheme, note that eviction
is not necessarily happening after B time steps, but after T
time steps (since the construction above works as a generic
template to use ORAM with any scheme). In particular, the
leakage of ORAM-assisted
Collect-and-Evict scheme is given

by Θ Tn log T , with an expected delay of O(T ) time steps
for each record (the delay introduced by the ORAM can
be made o(T ) by using recursive Path-ORAM [50], [53]).
The trusted buffer can handle processing input records and
outputs in parallel, however it needs to store a counter for
where in the unprotected memory the next record must be
stored (in addition to storing the key for encryption and
other meta-information, which we abstract inside Θ(1)). Thus,
this algorithm requires only B = Θ(log T ) bits of protected
memory if a recursive Path-ORAM [50], [53] is used and
M = (T + 1)E(τ + 1) = Θ(T τ ) bits of unprotected
memory for the ORAM. This implies that the size of the
trusted memory is B = Θ(log M/τ ), which is independent
of the length of the stream and only a function of how
large individual records are and logarithmic in the size of the
unprotected memory.

VI. R EDUCING THE S IZE OF T RUSTED M EMORY
The lower bound in Section V shows that the Collect-andEvict scheme has the optimal leakage in our threat model,
given a fixed buffer size. That being said, from Corollary 3, we
see a strict tradeoff between the buffer size and the length of
the input stream processed, such that sufficiently low leakage
comes at the cost of potentially very large buffer sizes. Since
the buffer is hosted within the trusted module, larger buffer
sizes present an issue on platforms which only provide small
amount of trusted memory—recall that the trusted memory
must both be access-pattern oblivious and provide encryption
and authenticity, protections which do not scale with the
size of the memory. In this section, we further optimize our
schemes from Section IV to only require a constant (and tiny)
amount of trusted memory.
We use an Oblivious RAM (ORAM) to substitute large
trusted memory with unprotected memory. Our construction
makes the size of the required trusted memory only a function
of the size of records in the input stream and independent
of how many input records need to be processed. Since
unprotected memory is easily accessible, the leakage of our
scheme can be made arbitrarily close to the lower bound,
depending mainly on the constraints on the latency of the
system. The details of our construction are as follows.
Let τ be the size of a record (in plaintext and after any
decoding) from the input stream, B and M the sizes (in
bits) of the trusted memory and the unprotected memory
(ORAM), respectively, and T an upper bound on the number
of time steps after which eviction happens (recall that different
schemes in Section IV have different specifications of when
evictions happen). We organize the ORAM as T + 1 blocks
of length E(τ ) bits each, where E(x) denotes the size of the
encrypted x-bit string. Block 0 is to store a dummy record
and the remaining ones will store encrypted records from the
input stream.

For applications that are not delay sensitive, T can be
chosen according to how much M and B can be afforded.
Otherwise, based on the maximum affordable delay, T can be
set to this delay (see Appendix A).
If we allow w-window order preservation (order preservation across windows but not necessarily within), then
 we
M
only need a trusted memory of size at most Θ log wτ
. This
implies that for a stream containing a million matched records
of 1 Mb size each, the trusted memory has reduced from 1 Tb
(as required to store all records in the trusted memory) to about
3 Mb, which is about six orders of magnitude smaller.
Note that our ORAM-assisted solution may not necessarily
be the most optimal way to reduce the size of the trusted
memory. Our argument in this section is to demonstrate that
the size of the trusted buffer is not a limitation in designing
low-leakage filtering systems.
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VII. I MPLEMENTATION AND E VALUATION
We implement our oblivious filtering schemes by using
an Intel SGX [1] enclave to host the trusted module. While
SGX ensures confidentiality and integrity of the enclave’s
memory contents, it does not protect the enclave’s memory
from access-pattern leakages. Specifically, SGX enclaves leak
their memory access patterns at the granularity of cache lines
(due to shared caches), and at the granularity of 4KB pages
(due to the operating system’s control over paging)—we note
that these channels leak different set of bits of the memory
address. An alternative to SGX, Sanctum [2] implements
isolation of cache and page table data structures to avoid these
channels, and our Sanctum implementation can use any of the
schemes defined in Section IV verbatim.
To address this access-pattern side channel in our SGX
implementation, we leverage prior work on doubly-oblivious
memory controllers [72], [73] to attain a trusted memory buffer
within the SGX enclave. In addition to concealing access
patterns from an untrusted storage (using standard ORAM
constructions), a doubly oblivious memory controller also
ensures that accesses to controller’s private state (e.g., to data
structures such as position map) are memory-trace oblivious.
We use the ZeroTrace [72] SGX library in our implementation to store the trusted memory buffer. The ZeroTrace
ORAM controller is hosted within the enclave, while the
buffer is placed externally in unprotected memory (using the
optimization in Section VI)—we can also place the buffer
within enclave memory. Note that the use of ORAM here
serves a different purpose (and only for SGX implementation)
than Section VI, where we used ORAM as an optimization to
leverage the larger unprotected memory to store the buffer.
Our implementation is captured by the following
pseudocode, which extends the pseudocode presented
in Section II.

Fig. 9: Running time for our oblivious-filtering library implemented for Intel SGX.

step, the filter invokes the eviction algorithm to determine
the number of records to be evicted at that step (based on the
user-defined scheme). We can read those number of records
directly from the buffer (e.g. using a write-only ORAM [74],
[75]), and re-encrypt them before writing to the external output
buffer—here we can avoid the ORAM overhead on reads
because the only secret information is the number of evicted
records (which is revealed to the attacker regardless), and
their locations within the buffer are known (due to the order
preservation requirement of oblivious filtering). However, our
current implementation use the default ZeroTrace controller
(with Path ORAM), in which even reads incur the ORAM
functionality and overhead.
We package this implementation as an open-source library
for use within any application that performs filtering on a data
stream. The application can choose any of the four schemes
t = 0; head = 1; tail = 1;
presented in this paper, or even implement its own scheme as
while ((c = input()) != EOF) { /*fetch input record*/
the library is designed to be modular. Finally, the application
t = t + 1;
repeat eviction(t, head, tail) times {
supplies the predicate (in the form of a function pointer with
o = buffer.read(head); /* read bypassing ORAM */
return type bool) and sets the buffer size.
head = (head mod b) + 1;
Empirical Evaluation: Since the use of ORAM incurs at
output(aesgcm_encrypt(key, o));
}
least a logarithmic bandwidth overhead between the ZeroTrace
r = aesgcm_decrypt(key, c);
ORAM controller and the buffer, we measure the additional
if (p(r)) { loc = tail; tail = (tail mod b) + 1; }
time delay introduced by it. Note that the overhead is a
else { loc = 0; tail = tail; }
buffer.oram_write(loc, r); /* write via ORAM */
function of the size of the buffer, and therefore it is same
}
across all operations, so the use of ORAM to hide access
We organize the trusted memory in the form of a circular patterns does not open a new timing channel. Figure 9 reports
buffer of size b. At the time of launch of the trusted module, the running time of the filter on each input record, on a simple
we allocate a ZeroTrace controller (with Path ORAM) with b predicate filter that accepts input records with probability
+ 1 blocks, addressed from 0 to b, each of size equal to that of half. We observe similar results on all eviction schemes, and
one input record. The write operations to the buffer invoke therefore report the results using only the Collect-and-Evict
the ZeroTrace controller with the address and data arguments. scheme. The ZeroTrace controller is configured to use Path
We designate block at address 0 to be a dummy location, ORAM with 1 KB size blocks (i.e., records are 1 KB in size).
which is written each time an input record is dropped. A All experiments were performed on a machine with Ubuntu
doubly-oblivious memory controller ensures that this write is 16.04 LTS OS, running on Intel E3-1240 v5 3.50 GHz CPUs
indistinguishable from real writes to other locations. At each (with SGX enabled), 32 GB of RAM, and a 240 GB SSD.
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the input stream, then no outputs are also produced for that
time. This is justified by noting that producing outputs at a
higher frequency than the input arrivals is not possible (due
to type consistency) and hence, if the inputs are delayed, so
will the outputs.

An important assumption we make in this paper is the
honest and unbiased nature of the input stream, i.e. the
adversary does not determine or control what input records
match the filter and that each input record matches (or not)
the filter independently and identically of every other record.
We justify these assumptions in this section and outline some
future work.
Although we allow the adversary to believe in a prior distribution for the space of input records based on its knowledge of
the filter and the application, most of our analysis is based on
the assumption that each record uniformly matches the filter,
i.e. the probability of it matching the filter is the same as
that of not matching (σ1/2 ). We must emphasize again that
this does not imply that the input stream is sampled from this
distribution. Rather, this is the adversary’s belief based on what
it knows about our system. One can imagine examples where
such an assumption does not necessarily hold (e.g., filtering
based on age demographic), however, some other situations
(e.g., filtering based on gender of the child at the time of
birth) do justify this simplification. Moreover, our expressions
for leakage critically rely on the mutual independence of
input records. In either case, our problem formulation does
not restrict any input distribution, which is reflected in our
analysis of the RCE scheme. We limit the scope of this paper
as such and leave the analysis of schemes that can tolerate any
arbitrary prior on the input stream to future work.
Our second important assumption is that the adversary does
not control the inputs that arrive at the system. Although this
may seem as an oversimplification, we argue that in cases
where the adversary is given arbitrary access over the input
stream, it becomes highly non-trivial to control any number of
bits of information to leak since the adversary can selectively
send inputs to the system to observe the outputs and infer
full information. For example, in an event-driven setting such
as ours, if the adversary is allowed to insert records in the
input stream, then the knowledge of the scheme deployed
by the system allows the adversary to control when evictions
happen, thus inferring full information about each input record.
More sophisticated schemes are required to handle such an
adversary, however we believe that the ideas presented in this
paper can be used as building blocks in future for such cases.
Apart from injecting adversarial records in the input stream,
yet another way the adversary (in real situations) can affect the
input is by controlling the arrival times. Doing so can potentially reveal information to the adversary if strict requirements
on system liveness are enforced. For example, if the liveness
requirement is that no record must reside in the buffer for
more than some specified ∆ units of time, then an adversary
that can control input arrival times can only send one input
every ∆ + 1 time steps to observe if the system produced
an output or not, thereby, gaining full information about the
record. Thus we restrict our model to the event-driven setting
where outputs and inputs are controlled by a clock that only
advances when inputs arrive. This way, if the adversary delays

IX. C ONCLUSION
In this paper, we addressed the problem of filtering records
off a data stream in a way that (1) only a single pass over
the stream is allowed; (2) no more than b records are stored
in the system memory at any time; and (3) a full-information
adversary observing the output of the system must not be able
to obtain any more bits of information than what is leaked by
the size of the output. We provided a formal framework to
analyze the leakage of filtering schemes and showed that it is
possible to match the performance of schemes that work only
in the offline setting. We further provided a mechanism to use
ORAMs to boost the performance of our scheme with respect
to trusted memory requirements. Finally, we discussed the
tradeoff of output consistency (dummy records) and leakage
and highlighted that our scheme can also be used when
multiple input streams are multiplexed together. While the
analysis in this paper mainly deals with the case of i.i.d. nonadversarial arrivals, we hope to address these issues in future
work.
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A PPENDIX A
C ONTROLLING D ELAYS D URING F ILTERING
In this section, we analyze the delay introduced by the
different filtering schemes discussed in this paper. For applications that are delay-critical, like video streaming, it is important that the oblivious filtering operation does not introduce
large delays so as to render the service unusable. Although,
there is a strict tradeoff between how frequently the adversary
can observe the outputs without being able to infer much about
the input stream. In this regard, we ask ourselves the following
questions: suppose the maximum delay for any matched tuple
in the input stream is required to be at most ∆ ≥ 0. What
does this imply for the buffer size and leakage? Is it possible
to achieve bound the leakage while preserving this maximum
delay? If yes, what is the buffer size required to do so? Also,
if the buffer size is fixed, what is the minimum leakage given
b and ∆? We will assume that inputs are IID, and each input
independently matches the filter with fixed probability p > 0.
a) Evict-Upon-Match scheme: Recall that this algorithm
produces an output every time the buffer is full and evicts
only the matched record from the buffer. The expected time
before the buffer is full for the first time is b/p, after which,
in expectation, a matched record arrives every 1/p time steps.
Thus, any record experiences a delay of b/p − 1 time steps in
expectation, since it gets evicted the moment it is the oldest
record in the buffer. To tolerate a given ∆, this implies using
b = p(∆ + 1). Independent of the choice of b and ∆, the
leakage of this scheme is Ω(1) bits of information per record,
as was proved in Appendix IV.
b) Evict-When-Full scheme: Recall that the eviction happens when the buffer is full, at which time the buffer contents
are flushed out. Thus, for a record arriving at time t, we write
t = Qb+R, where Q = bt/bc and R = t−bbt/bc. At this time,
the buffer contains in expectation pR = p (t − bbt/bc) so far.
Hence, the buffer can hold up to b − pR = b − p (t − bbt/bc)
more records before it is full, implying that the delay intro= pb − (t − bbt/bc) time
duced by this record is b−p(t−bbt/bc)
p
steps. This delay is maximum (= b/p) when t is a multiple
of b and the least when t = (b/p) − 1. To tolerate ∆ in the
worst case, we require b = p∆. From Theorem 2, this gives
a leakage of Ω (log n/n) + Θ (1/∆) bits of information per
record.
c) Collect-and-Evict scheme: In this scheme, recall that
matched records are produced every b time steps. Thus, for a
record arriving at time t = Qb + R, where Q = bt/bc and
R = t − bbt/bc, the buffer will be full after b − R = b −
(t − bbt/bc) time steps, which is, thus, the delay experienced
by this record. Note that this delay is independent of p. The
maximum value of this delay is b, implying that to tolerate ∆,
we must have b = ∆. From Theorem 3, this implies a leakage
1
of Θ ∆
log ∆ bits of information per record.
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given output stream O contains at most εm dummy records,
where m is the number of unmatched records in the input
stream that produced O.
As an example, consider the basic scheme which adds
a dummy record for each unmatched record in the input
stream. Note that this scheme achieves zero leakage since the
adversary observes an output at every time step and has no way
to distinguish a real output from a dummy output. Moreover,
the trusted buffer only needs to be able to hold a single record
in this case (for decryption and checking if the record matches
the filter), and thus, this algorithm requires b = Θ(τ ) bits
only. However, ε = 1 for this scheme, which makes it highly
bandwidth inefficient.
To understand the effect of adding dummy records to the
output, let us consider the variant of Collect-and-Evict scheme
in which each time the eviction happens, if the buffer contains
m unmatched records, then the number of outputs produced
is b − m + εm = b − m(1 − ε). Thus, assuming the adversary
knows ε < 1, then upon observing k outputs, the adversary’s
guess for m is (b − k)/(1 − ε), causing the leakage to be
b
b − log2 (b−k)/(1−ε)
> 0. Using a tighter analysis (averaging
over possible values of m when p = 1/2),
that

 it can be shown
b(2−ε)
the expected leakage of this scheme is Ω log bε+2−ε . Hence,
any ε < 1 causes a non-zero leakage to the adversary. Based
on the application, if ε needs to be bounded (for example,
network applications), then the leakage becomes a function
of this bandwidth efficiency. On a side note, this result also
suggests that using an ε fraction of dummy packets has leakage
(asymptotically) similar to using a (larger) buffer of size b(2−
ε)/(2 − ε − εb), where in the latter case no bandwidth blowup
takes place.

d) Randomized-Collect-and-Evict: Recall that the eviction process in this scheme is probabilistic, where in each
time step, a random number of records are evicted from
the buffer with probability pe . Setting the value of pe appropriately so that the buffer does not overflow (w.h.p.), at
time t, we know that the expected buffer size is E (Bt ) =


Pt−1
pe i
p − p2e . Since the buffer contains only
i=0 1 − 2
matched records, the delay introduced by the record that
arrives at time t is the same as the time it takes for at least
E (Bt ) evictions to take place. We know that the expected
number of outputs produced at time t is at most p. Hence, it
takes at least E (Bt ) /p time steps of delay. Moreover, since
every eviction causes at least 1 record to evict, the maximum
delay for the record at time t is E (Bt ) /pe < 3p/p2e . Setting
10
2
, the maximum expected delay
pe = b+2
√ is
 3p(b + 2) /100.
Thus, to tolerate ∆, we need b = Ω
∆ . From the lower


bound, we know that the leakage in this case is Ω √1∆ log ∆
bits of information per record.
The plot in Figure 7b shows that the expected delay per
record increases as the buffer size increases, although at
different rates for different schemes. While the leakage of
EWF seemed to approach that of CE in Figure 7a, the delay
plot suggests otherwise. The expected delay experienced by
the records when the Collect-and-Evict scheme is in place is
the minimum, up to a constant factor. The randomized scheme,
on the other hand, has a steeper slope for delay. We argue that
this is because the inverse dependence of the probability of
eviction on the buffer size, causing evictions to happen rarely
when a large buffer is deployed. This is required to keep the
leakage low, but it causes input records to experience higher
delays.

A PPENDIX C
F ILTERING ON M ULTIPLEXED S TREAMS
Is it possible to multiplex multiple input streams and
perform filtering in a way that the output elements do not
reveal what input stream they came from? In this section,
we argue that our schemes can handle this case through an
easy extension. In a multiplexed input, the element that arrives
at each time step is an m-tuple, where m is the number
of different (independent, and potentially, with different prior
distributions) streams that are multiplexed. Assuming all these
streams are honestly generated and have no adversarial influence on them, the system essentially treats this input as m
different inputs that arrive at (finer) time steps spaced 1/m
units apart.
For applications that do not depend on the relative order
of these m inputs, the system can simply shuffle the outputs
corresponding to these inputs and produce them in the output
stream in a manner that the scheme specifies. The shuffling
operation happens inside the trusted module and hence, the
adversary is unable to correlate the outputs produced with their
membership to some given input stream (any better than a
random guess). A technical caveat here is to ensure that the
finer time steps in the input stream do not cause the outputs to
be immediately produced, rather, the system processes inputs

A PPENDIX B
T RADING BANDWIDTH E FFICIENCY FOR L EAKAGE
In each of the sections above, we ensure the invariant that
the output stream contains only those records that matched
the filter in the system, hence, maintaining full bandwidthefficiency (w.r.t. the number of extra records in the output
stream). Part of the fact that the lower bound of Section V
is non-trivial is because of this restriction. Is it possible to
add some dummy records to the output stream and reduce the
leakage while keeping the same buffer size?
In this section, we briefly argue that this is not the case
i.e. adding even one dummy record to the output stream
increases the leakage to the adversary in our threat model.
Note that adding dummy records require another filtering at
the application end where the output stream is consumed,
however, this filtering is far more trivial than the oblivious
filtering task considered here. The easiest way to perform this
filtering would be to decrypt the records: the dummy records
will not decrypt to anything meaningful while the records that
do correspond to the matched records from the input stream.
Assuming that the adversary cannot distinguish encrypted
matched records with dummy records, we say that an algorithm A is (ε, m)-bandwidth efficient for ε ∈ [0, 1] if any
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in epochs, where in each epoch all m inputs are processed at
the same time and the outputs are first shuffled and then stored
in the buffer (if so). With this, the leakage of the system on
an m-multiplexed input stream is no more than m times the
leakage of the single stream (since m times more inputs are
now processed).
For applications that require the output stream to respect the
relative positions of the multiplexed streams, one solution is to
insert dummy elements (see Appendix B) for the streams that
do not contain as many matched records as required. This will
help reduce the leakage of the system at the cost of bandwidth
efficiency – often in privacy-preserving settings, there is a
strict tradeoff between redundancy and leakage. We leave the
exact characterization of adversarially controlled input streams
and optimizing the leakage for order-sensitive multiplexing for
future work.
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